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Abstract
As AI systems become more advanced and are taken up in a widen-
ing set of applications, the need to identify risks for new AI in-
novations is growing. AI red teaming—the adversarial testing of
AI systems for risks—has been proposed as one approach to ad-
dress this. It involves practices ranging from manual evaluation to
fully automated methods that use AI models to generate and assess
test cases. While automated and hybrid human-AI approaches are
valued for scalability and cost-effectiveness, they risk deprioritiz-
ing human expertise, obscuring the labor and judgment needed
to surface meaningful harms, and potentially harming workers’
well-being. Our SIG builds on efforts to theorize AI red teaming
as a sociotechnical practice and explores how automation is re-
shaping the human infrastructure of AI red teaming. Drawing from
CSCW research on labor in data annotation and content modera-
tion, we ask: What forms of human expertise remain essential in
red teaming? Which tasks can or should be automated, and under
what conditions? How do choices about automation redistribute
responsibility, agency, and labor? By convening scholars and prac-
titioners across CSCW, HCI, and adjacent fields, we aim to surface
key sociotechnical challenges in AI red teaming automation and
foster a community to advance thoughtful, responsible practices.
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1 Background
As artificial intelligence (AI) systems become embedded in critical
decision-making, red teaming has gained traction as a method for
evaluating safety, security, and ethical alignment. Originating in
military and cybersecurity contexts, red teaming involves adver-
sarial testing to identify vulnerabilities. Its adoption in AI includes
internal practices within large tech companies, governmental en-
dorsement [1], and public efforts such as the NIST ARIA competi-
tion1.

Though frequently framed as a technical pipeline, AI red teaming
is a sociotechnical process. It involves interdisciplinary coordina-
tion, domain expertise, and collaborative infrastructures for assess-
ing harm [16]. CSCW and HCI scholarship offer valuable context,
drawing from studies of content moderation and data annotation
that examine how human labor, expertise, and decision-making
interact with computational systems [6, 12, 15]. Red teaming simi-
larly relies on a distributed network of domain experts, contractors,
1https://ai-challenges.nist.gov/aria
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and crowd workers [4]. The effectiveness of red teaming depends
on collaboration across organizational boundaries and between
human and automated actors. A CSCW perspective illuminates
how teams are organized, tasks distributed, and coordination main-
tained under conditions of uncertainty and risk. As AI deployment
expands, automation is increasingly introduced to red teaming
workflows in an effort to improve efficiency and reduce costs. How-
ever, these shifts may obscure human contributions, displace ethical
responsibility, and compromise working conditions [5, 16]. Recent
literature conceptualizes AI red teaming as a sociotechnical sys-
tem that requires support for human expertise and attention to
the limits of automation [5]. Red teaming shares challenges with
content moderation, where scalable automation often sidelined
human collaboration [10, 11]. Similar concerns arise around skill
erosion, diminished agency, and ethical issues related to labor and
data sourcing [3]. As red teaming becomes institutionalized, issues
of governance, accountability, and labor protections become in-
creasingly salient [8, 14]. Despite its collaborative demands, limited
attention has been paid to red teaming as cooperative, sociotechni-
cal work—an area well-suited for further CSCW inquiry. This SIG
aims to convene researchers and practitioners across CSCW, HCI,
and adjacent fields to examine the labor, practices, and infrastruc-
tures involved in AI red teaming. It will provide a venue for shared
reflection on the challenges and opportunities introduced by in-
creasing automation in this domain. We will explore questions such
as: What forms of expertise—technical, contextual, or affective—are
essential for effective AI red teaming? How can organizations better
support the well-being, agency, and skill development of human
red teamers? What aspects of red teaming can or should be auto-
mated, and where is human judgment indispensable? How might
human–AI collaboration be structured to ensure accountability and
transparency? What forms of hidden labor and infrastructural de-
pendency shape automated red teaming systems? And how should
access, ownership, and governance of red teaming tools and data
be distributed across institutions?

2 Themes and Relevance to CSCW
Red teaming has emerged as a key method for testing the safety,
fairness, and alignment of AI systems. Yet treating it solely as a
technical pipeline obscures its sociotechnical complexity. Building
on CSCW research, this SIG frames red teaming as collaborative,
situated labor shaped by institutional constraints, infrastructural
dependencies, and automation design. We focus on three interre-
lated themes central to CSCW: labor and expertise, automation and
human–AI collaboration, and governance and infrastructure.

Labor and Expertise: Like content moderation and data annota-
tion, red teaming often requires workers to engage with ambiguous,
harmful, or politically sensitive content [12, 15]. These workers
must draw on technical fluency, cultural sensitivity, and adversarial
creativity, often without formal training or institutional support
[16]. Emotional and psychological tolls are compounded by pres-
sures to produce reproducible outputs under rigid task constraints
[5]. CSCWhas long studied the invisible and affective dimensions of
online harm mitigation work, offering tools for understanding how
expertise is constructed, undervalued, or erased. Human insight

is particularly indispensable for identifying emergent or context-
specific harms that fall outside pre-defined taxonomies or bench-
marks [2]. This SIG invites discussion on how to recognize and
support these capabilities as part of sustainable red teaming prac-
tices.

Automation and Human–AI Collaboration: Automation is
often seen as a solution to scaling red teaming, promising effi-
ciency and consistency. Yet tools that generate prompts or eval-
uate harms are themselves shaped by assumptions about what is
risky or inappropriate [3, 4]. These systems embed design choices
and organizational values that may remain opaque or contested
[10, 13]. Human–AI collaboration in red teaming must navigate
epistemic tensions between automated judgments and human dis-
cretion. CSCW research has emphasized that automation is never
value-neutral and requires careful integration to preserve account-
ability, contestability, and transparency [5]. Red teaming offers a
powerful domain to investigate how human-AI task distribution is
negotiated and what forms of explanation, feedback, or escalation
are needed to ensure trustworthy collaboration.

Governance and Infrastructure: Automated red teaming is
built on layers of invisible labor—from crowdsourced training data
to internal tooling and model evaluation pipelines [8, 9]. Decisions
about who gets to red team, what tools are made available, and
which harms are prioritized reflect broader infrastructural and gov-
ernance concerns. Proprietary systems may reproduce inequities in
who can participate in safety evaluation or challenge algorithmic
decisions [2, 7]. CSCW’s rich engagement with infrastructure stud-
ies offers a lens to interrogate how red teaming is institutionalized
and who bears responsibility for its outcomes. This SIG seeks to ex-
amine the distribution of access, ownership, and governance across
red teaming ecosystems, and explore how infrastructural choices
shape whose knowledge and labor counts.

2.1 Participants and Communities
We invite researchers and practitioners from CSCW, HCI, STS, AI
safety, and related fields, including those working on content mod-
eration, data annotation, AI evaluation, responsible AI tooling, and
sociotechnical questions of infrastructure, labor, and governance.
We also welcome those “red teaming-adjacent,” whose work on
human–AI collaboration, labor ethics, or design values can mean-
ingfully inform red teaming practices.

3 Structure and Format
This SIG will be conducted as a 90-minute flexible session designed
to support collaborative reflection on the evolving practice of AI red
teaming. The session is organized into three sequential phases, each
combining structured activities with opportunities for discussion
and synthesis.

Phase 1: Setting the Stage through Shared Cases: We be-
gin with a lightly structured grounding activity. Participants will
briefly share examples or observations from their work—such as red
teaming workflows, automation tools, or breakdowns in evaluation
practice. These cases will surface diverse entry points and seed
cross-cutting themes without requiring prepared talks. To support
hybrid participation, a shared digital whiteboard will be used for
real-time contributions.
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• Welcome and Overview (0–10 min): Organizers will in-
troduce the SIG goals, format, and guiding questions, orient
participants to collaborative tools (e.g., whiteboard, shared
notes), and invite brief introductions via chat or a shared
doc.

• Shared Case Surfacing (10–30 min): Participants will con-
tribute short examples verbally or online. Organizers will
begin clustering these into emergent themes.

Phase 2: Thematic Small Group Dialogues: Participants will
break into small, facilitated groups organized around themes such as
labor and well-being, human–AI collaboration, and governance and
access. Using prompts derived from the guiding questions, groups
will reflect on tensions, patterns, and gaps in current red teaming
practices, including the impact of automation and possibilities for
alternative approaches. Collaborative tools like Miro or Google
Docs will support shared note-taking across modalities.

• Thematic Group Dialogues (30–60 min): Each group will
explore the prompts in relation to participant cases and doc-
ument key insights.

Phase 3: Cross-Group Provocations and Synthesis: Groups
will reconvene to share brief provocations, reflections, or design
insights that emerged during discussion—such as tensions warrant-
ing further study, principles for human-centered red teaming, or
infrastructural gaps. The session will conclude with an open con-
versation about next steps, including opportunities for follow-up
writing, community-building, or shared documentation.

• Group Shareouts and Provocations (60–85 min): Each
group will present one to two insights, research gaps, or
design tensions identified in discussion, including frictions
in automation practices.

• Closing and Next Steps (85–90 min): Organizers will
summarize key takeaways, thank participants, and invite
interest in continued collaboration, artifact synthesis, or
co-authorship. A shared doc or mailing list sign-up will be
circulated.

4 Conclusion
As red teaming becomes a frequently applied mechanism for AI
evaluation and governance, it is increasingly framed as a process
to be automated for speed, scale, and efficiency. This framing often
sidelines the human expertise, contextual judgment, and collabora-
tive work that make red teaming meaningful and effective. Without
intervention, automation risks reinforcing narrow definitions of
harm, obscuring labor, and excluding diverse forms of knowledge.

This SIG invites the CSCW community to reimagine red teaming
as a collaborative, sociotechnical practice rather than a purely tech-
nical pipeline. We argue that red teaming must be understood as
situated work that spans organizational boundaries, blends human
and automated contributions, and depends on shared infrastructure
and norms. By focusing on the labor implications of automation and
the design of red teaming systems, this SIG contributes to broader
CSCW conversations about responsible human-AI collaboration,
infrastructure, and care. It offers a timely opportunity to shape how
red teaming evolves in ways that reflect CSCW’s longstanding com-
mitments to equity, visibility, and social responsibility in system
design.

5 Organizer Backgrounds
The organizers bring a range of interdisciplinary expertise in human-
computer interaction, responsible AI, and socio-technical systems.
AliceQian Zhang is a PhD student at CarnegieMellon University’s
Human-Computer Interaction Institute, where she develops prac-
tices such as AI red teaming to support the human infrastructure
of AI development.
Jiayin Zhi, a PhD student in computer science at the University of
Chicago, investigates how AI systems can complement and extend
human expertise, with a focus on human-AI evaluation.
Srravya Chandhiramowuli, a PhD candidate at the University
of Edinburgh’s Institute for Design Informatics, studies data an-
notation labor and the systemic frictions that shape equitable AI
development.
Hong Shen is an Assistant Professor at Carnegie Mellon University,
where she directs the CARE Lab and conducts research on collective
intelligence and responsible AI practices.
Laura Dabbish is a Professor at Carnegie Mellon University’s
Human-Computer Interaction Institute and Director of the Con-
nected Experience Lab, which investigates the social, organizational,
and policy dimensions of emerging technologies.
Theodora Skeades is Chief of Staff at Humane Intelligence, draw-
ing on prior roles in trust and safety at Twitter and international
human rights organizations to inform her work on disinformation
and AI governance.
Sarah Amos is a responsible tech product leader and founder of
Soma Labs, with over a decade of experience developing AI systems
that address online harms and promote information integrity across
sectors.
Jina Suh is a Principal Researcher at Microsoft Research, whose
work explores themental health impacts of AI and the socio-technical
dynamics of inclusive technology design.

6 Technical Requirements
This in-person SIG will require minimal technical support. We ask
that participants bring their own laptops for collaborative activi-
ties. A projector will be needed for shared presentations and group
discussions. We will use the Google suite (Docs, Slides) to take
collaborative notes and capture insights in real time. To ensure ac-
cessibility, we will provide live audio transcription for all presenters
and share written notes promptly to support participants who are
hard of sight or who prefer written materials.
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